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Geometric Enhancement

Using Image Domain Techniques

5.1
Neighbourhood Operations

This chapter presents methods by which the geometric detail in an image may be

modified and enhanced. The specific techniques covered are applied to the image data

directly and could be called image domain techniques. These are alternatives to pro-

cedures used in the spatial frequency domain which require Fourier transformation

of the image beforehand. Those are treated in Chap. 7.

In contrast to the point operations used for radiometric enhancement, techniques

for geometric enhancement are characterised by operations over neighbourhoods.

The procedures still determine modified brightness values for an image’s pixels;

however, the newvalue for a given pixel is derived from the brightnesses of a set of the

surrounding pixels. It is this spatial interdependence of the pixel values that leads to

variations in the perceived image geometric detail. The neighbourhood influence will

be apparent readily in the techniques of this chapter; for the Fourier transformation

methods of Chap. 7 it will be discerned in the definition of the Fourier operation.

5.2
Template Operators

Geometric enhancements of most interest in remote sensing generally relate to

smoothing, edge detection and enhancement, and line detection. Enhancement of

edges and lines leads to image sharpening. Each of these operations is considered in

the following sections. Most of the methods to be presented are, or can be expressed

as, template techniques in which a template, box or window is defined and then

moved over the image row by row and column by column. The products of the pixel

brightness values, covered by the template at a particular position, and the template

entries, are taken and summed to give the template response. This response is then

used to define a new brightness value for the pixel currently at the centre of the

template. When this is done for every pixel in the image, a radiometrically modified
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Fig. 5.1.A 3× 3 template positioned over a group of nine image pixels, showing the relative

locations of pixels and template entry addresses

image is produced that enhances or smooths geometric features according to the

specific numbers loaded into the template. A 3× 3 template is illustrated in Fig. 5.1.

Templates of any size can be defined, and for an M by N pixel sized template, the

response for image pixel i, j is

r(i, j) =

M
∑

m=1

N
∑

n=1

φ(m, n) t (m, n) (5.1)

where φ(m, n) is the pixel brightness value, addressed according to the template

position and t (m, n) is the template entry at that location. Often the template entries

collectively are referred to as the ‘kernel’ of the template and the template technique

generally is called convolution, in view of its similarity to time domain convolution

in linear system theory. This concept is developed in Sect. 5.3 below.

5.3
Geometric Enhancement as a Convolution Operation

This section presents a brief linear system theory basis for the use of the template

expression of (5.1). It contains no results essential to the remainder of the chapter

and can be safely passed over by the reader satisfied with (5.1) from an intuitive

viewpoint.

Consider a signal in time represented as x(t). Suppose this is passed through a

system of some sort to produce a modified signal y(t) as depicted in Fig. 5.2. The

system here could be an intentional one such as an amplifier or filter, inserted to

change the signal in a predetermined way; alternatively it could represent uninten-

tional modification of the signal such as by distortion or the effect of noise. The

properties of the system can be described by a function of time h(t). This is called

Fig. 5.2. Signal model of a linear system
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its impulse response (or sometimes its transfer function, although that term is more

properly used for the Fourier transform of the impulse response, as noted in Chap. 7).

The relationship between y(t) and x(t) is described by the convolution operation.

This can be expressed as an integral

y(t) =

∞
∫

−∞

x(τ) h(t − τ) dτ � x(t) ∗ h(t) (5.2)

as shown inMcGillem and Cooper (1984). McGillem and Cooper, Castleman (1996)

and Brigham (1974, 1988) all give comprehensive accounts of the properties of

convolution and the characteristics of linear systems derived from the operation of

convolution.

A similar mathematical description applies when images are used in place of sig-

nals in (5.2) and Fig. 5.2. The major difference is that the image has two independent

variables (its i and j pixel position indices, or address) whereas the signal x(t) in

Fig. 5.2 has only one – time. Consequently the transfer function of a system that

operates on an image is also two dimensional, and the processed image is given by a

two dimensional version of the convolution integral in (5.2). In this case the system

can represent any process that modifies the image. It could, for example, account for

degradation brought about by the finite point spread function of an image acquisition

instrument or an image display device. It could also represent the effect of intentional

image processing such as that used in geometric enhancement. In both cases if the

new and old versions of the image are described by r(x, y) and φ(x, y) respectively,

where x and y are continuous position variables that describe the locations of points

in a continuous image domain, then the two dimensional convolution operation is

described as

r(x, y) =

∞
∫

−∞

∞
∫

−∞

φ(u, v)t ′(x − u, y − v)dudv (5.3)

where t ′(x, y) is the two dimensional system transfer function (impulse response).

It will also be called the system function here.

Even though, in principle, φ(x, y) and t ′(x, y) are both defined over the com-

plete range of x and y, in practice they are both limited. Clearly the image itself

must be finite in extent spatially; the system function t ′(x, y) is also generally quite

limited. Should it represent the point spread function of an imaging device it would

be significantly non-zero over only a small range of x and y. (If it were an impulse

it can be shown that (5.3) yields r(x, y) = φ(x, y) as would be expected).

In order to be applicable to digital image data it is necessary to modify (5.3) so

that the discrete natures of x and y are made explicit and, consequently, the integrals

are replaced by suitable summations. If we let i, j represent discrete values of x, y

and similarlyµ, ν represent discrete values of the integration variables u, v then (5.3)

can be written

r(i, j) =
∑

µ

∑

ν

φ(µ, ν) t ′(i − µ, j − ν) (5.4)
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Fig. 5.3.An illustration of the operations implicit in (5.4)

which is a digital form of the two dimensional convolution integral. The sums are

taken over all values of µ, ν for which a non-zero result exists.

To see how (5.4) would be used in practice it is necessary to interpret the sequence

of operations implied. For clarity, assume the non-zero range of t ′(i, j) is quite small

compared with that for the image φ(i, j). Also assume t ′(i, j) is a square array of

samples, for example 3 × 3. These assumptions in no way prejudice the generality

of what follows.

In (5.4) the negative signs onµ and ν in t ′(i−µ, j−ν) imply a reflection through

both axes. This is tantamount to a rotation of the system function through 180◦ before

any further operations take place. Let the rotated form be called t (µ− i, ν − j).

Equation (5.4) implies that a brightness value for the response image at pixel

location i, j -viz. r(i, j) is given by taking the non-zero products of the original

version of the image and the rotated system function and adding these together. In

so doing, note that the origin of the µ, v co-ordinates is the same as for the i, j

co-ordinates just as the dummy and real variable co-ordinates in (5.2) and (5.3) are

the same. Also note that the effect of µ − i, ν − j in t (µ − i, ν − j) is to shift the

origin of the rotated system function to the location i, j – the current pixel address

for which a new brightness value is to be calculated. These two points are illustrated

in Fig. 5.3. The need to produce brightness values for pixels in the response image

at every i, j means that the origin of the rotated system function must be moved

progressively, implying that a different set of products between the original image

and rotated system function is taken every time.

The sequence of operations described between the rotated system function and

the original image are the same as those noted in Sect. 5.2 in regard to (5.1). The

only difference in fact between (5.1) and (5.4) lies in the definitions of the indices

m, n and µ, ν. In (5.1) the pixel addresses are referred to an origin defined at the

bottom left hand corner of the template, with the successive shifts mentioned in the
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accompanying description. This is a simple way to describe the template and readily

allows any template size to be defined. In (5.4) the shifts are incorporated into the

expression by defining the image and system function origins correctly.

The templates of Sect. 5.2 are equivalent to the rotated system functions of this

section. Consequently any image modification operation that can be modelled by

convolution, and described in principle in a manner similar to that in Fig. 5.2, can

also be expressed in template form. For example, if the point spread function of a

display device is known, then an equivalent template can be devised, noting that the

180◦ rotation is important if the system function is not symmetric. In a like manner

intentional modifications of an image – such as smoothing and sharpening – can also

be implemented using templates. The actual template entries to be used can often

be developed intuitively, having careful regard to the desired results. Alternatively

the system function t ′(i, j) necessary to implement a particular desired filtering

operation can be defined first in the spatial frequency domain, using the material

from Chap. 7, and then transformed back to the image domain. Rotation by 180◦

then gives the required template.

5.4
Image Domain Versus Fourier Transformation Approaches

Most geometric enhancement procedures canbe implementedusing either theFourier

transform approach of Chap. 7 or the image domain procedures of this chapter.Which

option to use depends upon several factors such as available software, familiaritywith

each method including its limitations and idiosynchrasies, and ease of use. A further

consideration relates to computer processing time. This last issue is pursued here

in order to indicate, from a cost viewpoint, when one method should be chosen in

favour of the other.

Both the Fourier transform, frequency domain process and the template approach

consist only of sets of multiplications and additions. No other mathematical opera-

tions are involved. It is sufficient, therefore, from the point of view of cost, to make a

comparison based upon the number of multiplications and number of additions nec-

essary to achieve a result. Here we will ignore the additions since they are generally

faster than multiplications for most computers and also since they are comparable in

number to the multiplications involved.

For an image ofK ×K pixels (only a square image is considered for simplicity)

and a template of size M × N the total number of multiplications necessary to

evaluate (5.1) for every image pixel (ignoring any difficulties with the edges of the

image) is

NC = MNK
2 (5.5a)

From thematerial presented in Sect. 7.8.4 it can be seen that the number of (complex)

multiplications required in the frequency domain approach is,

NF = 2K2log2K +K
2 (5.5b)
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Table 5.1. Time comparison of geometric enhancement by template operation compared with

the Fourier transformation approach – based upon multiplication count comparison, described

by (5.6) in which the added cost of complex multiplication is ignored

A cost comparison therefore is

NC

NF
= MN/(2log2K + 1) (5.6)

When this figure is less than unity it is more economical to use the template operator

approach. Otherwise the Fourier transformation procedure is more cost-effective.

Clearly this does not take into account program overheads (such as the bit shuffling

required in the frequency domain approach, how data is buffered into computer

memory from disc for processing) and the added cost of complex multiplications;

however it is a reasonable starting point in choosing between the methods.

Table 5.1 contains a number of values ofNC/NF for various image and template

sizes, from which it is seen that, provided a 3 × 3 template will implement the

enhancement required, then it is always more cost-effective than enhancement based

upon Fourier transformation. Similarly, a non isotropic 3× 5 template is more cost-

effective for practical image sizes. However the spatial frequency domain technique

will be economical if very large templates are needed, although only marginally so

for large images.

As a final comment in this comparison it should be remarked that the frequency

domain method is able to implement processes not possible (or at least not viable)

with template operators. Removal of periodic noise is one example. This is particu-

larly simple in the spatial frequency domain but requires unduly complex templates

or even nonlinear operators (such as median filtering) in the image domain. Notwith-

standing these remarks the template approach is a popular one since often 3× 3 and

5× 5 templates are sufficient to achieve desired results.
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5.5
Image Smoothing (Low Pass Filtering)

5.5.1

Mean Value Smoothing

Images can contain random noise superimposed on the pixel brightness values owing

to noise generated in the sensors that acquire the image data, systematic quantisation

noise in the signal digitising electronics and noise added to the video signal during

transmission. This will show as a speckled ‘salt and pepper’ pattern on the image in

regions of homogeneity; it can be removed by the process of low pass filtering or

smoothing, unfortunately usually at the expense of some high frequency information

in the image. To smooth an image a uniform template in (5.1) is used with entries

t (m, n) = 1/MN for all m, n

so that the template response is a simple average of the pixel brightness values

currently within the template, viz

r(i, j) =
1

MN

M
∑

m=1

N
∑

n=1

φ(m, n) (5.7)

The pixel at the centre of the template is thus represented by the average brightness

level in a neighbourhood defined by the template dimensions. This is an intuitively

obvious template for smoothing and is equivalent to using running averages for

smoothing time series information.

It is evident that high frequency information such as edges will also be averaged

and lost. This loss of high frequency detail can be circumvented somewhat if a

threshold is applied to the template response in the following manner,

Let

̺(i, j) =
1

MN

M
∑

m=1

N
∑

n=1

φ(m, n)

then

r(i, j)=̺(i, j) if |φ(i, j)− ̺(i, j)| < T

=φ(i, j) otherwise

where T is a prespecified threshold. T could be determined a priori based upon

knowledge of or an estimate of scene signal to noise ratio.

Eliason and McEwan (1990) recommend choosing the threshold as a multiple

of the standard deviation of brightness within the template window. This provides

better noise removal in homogeneous regions while allowing better preservation of

edges and other valid high spatial frequency detail.

A simple illustration of image smoothing by averaging over a template, both

with and without the application of a threshold, is given in Fig. 5.4. For clarity this

is based upon a hypothetical one dimensional image, or alternatively a single line of
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Fig. 5.4. Illustration of the effect of 3 × 1 averaging across a single line of image data with

and without thresholding. Note, thresholding preserves edges while reducing noise. 1 original

image, 2 3× 1 smoothing, 3 3× 1 smoothing with threshold of 1

image data, with which a 3× 1 template is used. In this manner the actual numerical

modification of pixel brightness values can be observed,

In principle, templates of any shape and size can be used. Larger templates

give more smoothing (and greater loss of high frequency detail) whereas horizontal

rectangular templateswill smooth horizontal noise but leave noise and high frequency

detail in the vertical direction relatively unaffected by comparison. In Fig. 5.5 several

different smoothing templates have been applied to a Landsat multispectral scanner

infrared image.

Commonly, smoothing by template methods is referred to as box car filtering.

When based upon (5.7) it is also called mean value smoothing, or averaging.

5.5.2

Median Filtering

Disadvantages of the thresholding method for avoiding edge deterioration are that it

adds to the computational cost of the smoothing operation and T must be determined.

An alternative technique for smoothing inwhich the edges in an image aremaintained

is that of median filtering. In this the pixel at the centre of the template is given the

median brightness value of all the pixels covered by the template – i. e. that value

which has as many values higher and lower. (For example, the median of 4, 6, 3, 7,

9, 2, 1, 8, 8 is 6, whereas the mean is 5.3). Figure 5.6 shows the effect of median



5.5 Image Smoothing (Low Pass Filtering) 117

Fig. 5.5. Examples of mean value smoothing of a Landsat multispectral scanner infrared

(band 7) image. a Original; b 3 × 3 smoothed version; c 3 × 1 smoothed version; d 5 × 5

smoothed version
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Fig. 5.6. Comparison of simple averaging and median filtering of a single line of image data.

1 original image, 2 3× 1 smoothing, 3 3× 1 median filtering

filtering on a single line of image data compared with simple box car averaging,

which uses the mean of pixel brightness values. Again, it can be seen that most of

the original edge is preserved.

An application for whichmedian filtering is well suited is the removal of impulse-

like noise. This is because pixels corresponding to noise spikes are atypical in their

neighbourhood and will be replaced by the most typical pixel in that neighbourhood.

Figure 5.7 gives an example of median filtering on an image with added black and

white impulsive noise.

Finally it should be noted that median filtering is not a linear function of the

brightness values of the image pixels. Consequently it is not a convolution operation

in the sense described in Sect. 5.3.

5.6
Edge Detection and Enhancement

Edge enhancement is a particularly simple and effective means for increasing ge-

ometric detail in an image. It is performed by first detecting edges and then either

adding these back into the original image to increase contrast in the vicinity of an

edge, or highlighting edges using saturated (black, white or colour) overlays on

borders.
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Fig. 5.7. Illustration of the effect of median filtering on an image which contains impulsive

noise. a Original image; b Image with noise; c Filtered image

There are essentially three economical techniques for detecting edges using image

domain techniques. They are

(i) by using an edge detecting template,

(ii) by calculating spatial derivatives, or

(iii) by subtracting a smoothed image from its original.

These three approaches are treated in the following sections.
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5.6.1

Linear Edge Detecting Templates

A 3× 3 template that detects vertical edges in image data is

(5.8a)

As can be inferred from its structure it computes a value for the central pixel under

the template that is the accumulated difference horizontally between pixels on three

adjacent rows. To see this, consider a region of an image which is basically dull

(brightness value 2) into which protrudes a bright object (brightness value 8) as

depicted in Fig. 5.8a. Application of the template yields the responses shown in

Fig. 5.8b, in which the vertical edge between the object and background has been

detected but not the horizontal edge. Note that the edge is defined by two columns

of pixels, one on either side of the true edge position. A threshold would normally

be applied to the template response (say 9 in the case of Fig. 5.8) to define the edge

pixels.

Templates for detecting edges in other orientations are:

(5.8b)

Clearly all four 3 × 3 templates have to be applied to an image to detect its edges

in all orientations. This requires four passes over the image data, computing each

template response for each pixel.At the completion of all processing the four template

responses for each pixel are compared and the pixel labelled (as an edge in a particular

direction) according to the largest template response provided that the response is

Fig. 5.8. Image a and edges detected by a vertically sensitive template b; Dots indicate

indeterminate edge responses for this example
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also above a user specified threshold. Choosing a threshold too lowwill lead to many

false edge counts. These contribute to noise in the processed image. Conversely, if

the threshold is set too high, there will be little continuity in the detected edges.

5.6.2

Spatial Derivative Techniques

If an image consists of a continuous brightness function of a pair of continuous

coordinates, x and y, say φ(x, y), then a vector gradient can be defined in the image

according to

∇φ(x, y) =
∂

∂x
φ(x, y)i +

∂

∂y
φ(x, y)j (5.9)

where i, j are a pair of unit vectors. The direction of the vector gradient is the

direction of maximum upward slope and its amplitude is the value of the slope. For

edge detection operations usually only the magnitude of the gradient, defined by

|∇| =

√

∇21 + ∇
2
2 (5.10a)

is retained, in which

∇1 =
∂

∂x
φ(x, y) ∇2 =

∂

∂y
φ(x, y) (5.10b)

The direction of the gradient is usually of interest only in contouring applications or

in determining aspect in digital terrain models.

5.6.2.1

The Roberts Operator

For digital image data, in which x and y are discrete, the continuous derivatives in

(5.10) are replaced by differences. For example, it is possible to define

∇1 = φ(i, j)− φ(i + 1, j + 1) (5.11a)

and

∇2 = φ(i + 1, j)− φ(i, j + 1) (5.11b)

which are the discrete components of the vector derivative at the point i + 1
2
, j + 1

2
,

in the diagonal directions. This estimate of gradient is called the Roberts operator,

and is by definition associated with the pixel i, j .

Application of the Roberts operator to the model image at Fig. 5.8a yields the

results shown in Fig. 5.9a, in which it will be seen that both horizontal and vertical

edges are detected, as will be diagonal edges. Since this procedure computes a local

gradient it is necessary to choose a threshold value above which edge gradients

are said to occur. This is usually chosen with experience of a particular image.

Frequently however it is useful to produce gradient maps in which pixels, for which

the local gradient lies within prespecified upper and lower bounds, are displayed.

Conventionally, the responses are placed to the left and upper sides of the edges.
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Fig. 5.9. Response of a the Robert’s operator and b the Sobel operator to the model image

data of Fig. 5.8a. Dots are indeterminate responses from edge pixels

5.6.2.2

The Sobel Operator

A better edge estimator than the Roberts operator is the Sobel operator, which com-

putes discrete gradient in the horizontal and vertical directions at the pixel location

i, j . For this, which is clearly more costly to evaluate, the orthogonal components of

gradient are

∇1 = {φ(i − 1, j + 1)+ 2φ(i − 1, j)+ φ(i − 1, j − 1)}

− {φ(i + 1, j + 1)+ 2φ(i + 1, j)+ φ(i + 1, j − 1)}
(5.12a)

and

∇2 = {φ(i − 1, j + 1)+ 2φ(i, j + 1)+ φ(i + 1, j + 1)}

− {φ(i − 1, j − 1)+ 2φ(i, j − 1)+ φ(i + 1, j − 1)}
(5.12b)

Applying this to the example of Fig. 5.8a produces the responses shown in Fig. 5.9b.

Again, both horizontal and vertical edges are detected as will be edges on a diagonal

slope. As before, a threshold on the responses is generally chosen to allow an edge

map to be produced inwhich small responses, resulting fromnoise orminor gradients,

are suppressed.Also gradient maps can be produced illustrating regions in which the

local slope lies within user specified bounds.

It can be seen that the Sobel operator is equivalent to simultaneous application

of the templates:

5.6.2.3

The Prewitt Operator

The template of (5.8a) effectively implements a spatial derivative in the horizon-

tal direction. If its vertical counterpart in (5.8b) is applied as well, and the results
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combined in (5.10a), then the magnitude of a spatial derivative is generated. This is

referred to as the Prewitt operator.

5.6.3

Thinning, Linking and Border Responses

Should an edgemapbe of interest (or indeed a linemapusing themethods of Sect. 5.7)

then the product resulting from using the above procedures is likely to contain many

double width, or wider lines, such as those seen in Figs. 5.8 and 5.9 and may have

lines with many breaks. Such a map can be tidied up by thinning edges or lines that

are too thick and by linking together segments that appear to belong to the same edge

but are separated by a break. Thinning and linking are not commonly employed in

remote sensing image analysis. However should they require consideration available

techniques will be found in Babu and Nevatia (1980), Paul and Shanmugan (1982)

and Castleman (1996).

In the examples of Figs. 5.8 and 5.9 border pixels for which detector responses

could not be determined were simply left unprocessed. Since images encountered in

remote sensing are frequently much larger than 100× 100 pixels, this is a common

practice as the loss of borders is not all that significant. A more elegant means for

treating edge pixels however is to create artificial borders of pixels around the image.

These are used in the generation of edge pixel responses but are not themselves

replaced by a template response. The values given to the artificial border pixels

can be taken simply from the adjacent image pixels or, more acceptably from a

theoretical viewpoint, they can be taken from the pixels on the extreme opposite

edge of the image if only small templates are used. This is based upon the concept,

drawn from digital signal processing, that the image, being spatially discretised or

sampled, should be regarded as one period both horizontally and vertically of an

infinite periodic replication of the array of pixels.

5.6.4

Edge Enhancement by Subtractive Smoothing (Sharpening)

While treated in the context of edge enhancement this technique really leads to the

enhancement of all high spatial frequency detail in an image including edges, lines

and points of high gradient. It is probably better regarded therefore as a sharpening

technique.

A smoothed image retains all low spatial frequency information but has its high

frequency features, such as edges and lines, attenuated (unless edge preservation

procedures such as thresholding are employed). Consequently, if a smoothed image

is subtracted from its original the resultant difference image will have only the edges

and lines substantially remaining. This is illustrated for a single line of image data in

Fig. 5.10.After the edges are determined in this manner, the difference image can be

added back to the original (in varying proportions) to give an edge enhanced image.

This is also illustrated in Fig. 5.10.
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Fig. 5.10. Edge enhancement by subtractive smoothing. a Original line of image data, along

with smoothed version; b Original line of data minus the smoothed version to leave ‘edges’

detected; c Addition of ‘edges’ (general high frequency detail) back to the original image to

provide a sharpened version
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The difference operation to create a high spatial frequency image can give neg-

ative brightness values as seen in Fig. 5.10b. Provided the image is not displayed,

this produces no problems. For display however it is common to scale the difference

image such that a zero difference is displayed as mid-grey with positive differences

towards white and negative differences towards black. When the difference image is

added back to the original, negative brightnesses can again result. Again, this can be

handled by level shifting or scaling, or simply by setting negative brightness values

to zero.

Figure 5.11 shows the sharpening technique of subtractive smoothing applied to

bands 4, 5 and 7 of a Landsat multispectral scanner image and the effect this has on

the colour composite formed from these bands. As noted the sharpened image has

clearer high frequency detail; however there is a tendancy for noise to be enhanced,

as might be expected.

5.7
Line Detection

5.7.1

Linear Line Detecting Templates

Line features such as rivers and roads in satellite images can be detected as pairs of

edges if they are more than one pixel wide or alternatively, if they are a single pixel

in width, they can be detected using the following line detecting templates:

These templates seem not to have been used to any great extent in remote sensing

image processing since lines, in addition to edges, are enhanced using the gradient

and subtractive smoothing techniques of Sect. 5.6. Moreover, with sensor resolutions

available up to 1982, not many single pixel width linear features have been apparent

in imagery. With resolutions in the range of 10 m to 30 m however, cultural features

such as roads, could be amenable to detection using line related templates.

5.7.2

Non-linear and Semi-linear Line Detecting Templates

The line detecting templates of Sect. 5.7.1 are regarded as linear since their con-

volution with image data is a linear mathematical operation. Some nonlinear line

detecting template operations have also been proposed. To describe these it is of

value to denote a 3× 3 neighbourhood of pixels in an image as
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Fig. 5.11. Illustration of subtractive smoothing as an image sharpening procedure
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A1 B1 C1

A2 B2 C2

A3 B3 C3

Anonlinear line detector algorithm, proposed by Rosenfeld andThurston (1971),

establishes pixel B2 as part of a dark vertical line if

Ai, Ci > Bi

by a prespecified threshold. Similar expressions apply for lines of other orientations

and for bright lines on dark backgrounds.

Vanderbrug (1976) has proposed what he calls a semilinear detector. For the pixel

array above this determines B2 as part of a dark vertical line if

3
∑

i=1

Ai and

3
∑

i=1

Ci >

3
∑

i=1

Bi

by some prespecified threshold.

Gurney (1980) has noted that the semilinear detector works better than the non

linear algorithm although line thickening results and computational cost is high.

These disadvantages are obviated by the use of the additional constraint with the

semilinear algorithm:

A2 > B2 and C2 > B2

Gurney also discusses means by which the thresholds for the semilinear detector

can be effectively established.

5.8
General Convolution Filtering

It is clear that smoothing, edge and line detection represent just particular ways of

defining the template entries in (5.1) and that more general spatial filtering operations

could be defined by loading the template in different fashions. For example, edge

enhancement by subtractive smoothing treated in Sect. 5.6.4 could be implemented

by the single template

where a=1/9. This template implements a high spatial frequency boosting.

By expanding the size of the template it is possible to determine detectors that are

sensitive to edges and lines in other than the four common orientations. In addition,

templates can be used for recognition of large objects in imagery, where the templates
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are loaded with zeros, except for those locations corresponding to the shape and

orientation of an object of interest. In this case the procedure is referred to as template

matching and is more akin to correlation than convolution (Rosenfeld, 1978).

5.9
Detecting Geometric Properties

A number of procedures can be devised that allow geometric properties in images

to be detected and measured. While they are not geometric enhancement operations

as such, they share the common theme with the methods treated previously in this

chapter in that they require neighbourhood operations for their computation.

5.9.1

Texture

We all know what texture is – we can clearly see the different textures present in

images, but quantitative characterisation of texture is not simple. First, it is necessary

to find a measure that somehow captures the spatial properties of a scene that reveal

texture. A long-standing measure is the grey level co-occurrence matrix (GLCM)

defined in the following way (Haralick, 1979). To make the development simple,

imagine we want to detect a component of texture just in the horizontal direction in a

particular region of an image. To do this we could see how often two particular grey

levels in the image occur in that direction in the selected region, separated by a given

distance.We could then look for the same sort of behaviour in other directions, such as

vertically and diagonally, in which case there would be four matrices for any chosen

pixel separation. This suggests that what we are looking for can be characterised by

some form of repeating pattern which, of course, is what texture is.

Let g(φ1, φ2|h, θ) be the relative occurrence of pixels with grey levels φ1 and

φ2 spaced h pixels apart, in the direction θ – here chosen as horizontal. Relative

occurrence is the number of times each grey level pair is counted divided by the

total possible number of grey level pairs. The GLCM for a region, defined by a user-

specified window, is the matrix of those measurements over all grey level pairs. If

there are L brightness values possible then the GLCMwill be an L×Lmatrix. Note

there will be one GLCM for each of the chosen values of h and θ . Given that L can

be quite large for some sensors (L = 1024 for 10 bit data) sometimes the brightness

value range is either restricted or its dynamic range is reduced by considering the

co-occurrence of brightness value in ranges.

There will be as many GLCMs as there are values chosen for h and θ . Often h

is used as a variable to see whether texture exists on a local or more regional scale

in an image. On the other hand the GLCMs computed for various values of θ are

either kept separate to see whether the texture is orientation dependent, or they are

averaged on the assumption that texture will not vary significantly with orientation.

Once we have the GLCMs for the regions of interest it is then appropriate to set

up a singe metric computed from each matrix to use as a texture measure. A range
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of measures is possible one of which is to describe the entropy of the information

contained in the GLCM, defined by

H = −

L
∑

φ
1
=1

L
∑

φ
2
=1

g(φ1, φ2|h, θ) log [g(φ1, φ2|h, θ)]

Entropy will be highest when all entries in the GLCM are equi-probable, ie when

the image is not obviously textured, and will be low when there is a large disparity

in the probabilities, as might be expected when significant texture is present.

Another measure is energy which is the sum of the squared elements of the

GLCM. It will be small when the GLCM elements are small, indicating low texture.

Figure 5.12a shows an ETM+ image of a region surrounding Canberra, the Fed-

eral Capital ofAustralia. Four small regions are indicated as “fields” by white rectan-

gles, within which just the horizontal GLCMswere computed for a range of values of

lag, h. Those calculations used just the first ETM+ band – i.e. the visible blue, which

was reduced in dynamic range to 32 bits before any calculations were performed.

Forest
Field 1

Surb
Field 2

Mt
Field 3

Grass
Field 4

Fig. 5.12a. Portion of an ETM+ image in the region surrounding Canberra, showing four

fields used as regions for the computation of grey level co-occurrence matrices and subsequent

texture properties
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Fig. 5.12. b Entropy as a function of pixel separation (or lag); c Energy as a function of pixel

separation

Figures 5.12b and c show the variation of entropy and energywith lag. Two points are

noteworthy. First, entropy increases with lag and energy decreases with lag, indicat-

ing that the texture is falling away at larger spacings. Secondly the four cover types

chosen – grass, forest, mountain and suburban are separable by their texture, with

grassland exhibiting the strongest texture. The suburban and mountainous regions

are seen to be low in texture by comparison, and are comparable to each other for

the range of scales chosen. Note that entropy and energy behave oppositely to each

other as might be expected.
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5.9.2

Spatial Correlation – The Semivariogram

The semivariogram is a useful means for describing the spatial properties of an image

(or the scene being imaged) in a specified direction. It is constructed in the following

manner, by computing the average semivariance in the given direction according to

(Curran, 1988)

S2 =
1

2m

m
∑

i=1

[φ(i)− φ(i + h)]2

In this expression h represents the distance, or lag, between two pixels whose bright-

ness values, φ(i) and φ(i+h) are subtracted and then squared. By moving along the

given direction by pixel (i = 1, 2, . . . m) one half of the averaged squared distance

is computed, as indicated in the formula; m is the total number of pairs which are

separated by h. By varying the lag, h, a graph of the average semivariance versus lag

can be constructed as depicted in Fig. 5.13. That graph is called a semivariogram.

In a sense the semivariance measure is detecting how dissimilar pixel brightnesses

are, on the average, when separated by a lag h. If there is spatial periodicity in the

landscape then the semivariogram will reflect that behaviour as well.

The semivariogram for the image of Fig. 5.12a is shown in Fig. 5.13 for the four

regions chosen.

Several properties can be derived from the semivariogram; these are best illus-

trated by the idealised form shown in Fig. 5.14, and include the sill (its asymptotic

maximum value, if it exists), the nuggett variance (the extrapolated point of inter-

section with the ordinate), sometimes taken to indicate the noise properties of the

image since it represents variance that is not related to the spatial properties of the

scene, and the range, which is the lag or separation at which the sill is reached.
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Fig. 5.13. Semivariogram for the image of Fig. 5.12a
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Fig. 5.14. The idealised semivariogram for a region in which there is no spatial periodicity

5.9.3

Shape Detection

Recognition of shapes in image data has not been considered in remote sensing as

extensively as it has in object recognition exercises, such as robot vision. Presumably

this is because the resolution generally available in the past has been insufficient to

define shape with any degree of precision. However with ground resolution elements

better than 20 to 30 m in imagery, shapes such as those of rectangular fields in

agriculture, and circular pivotal irrigation systems are quite well defined.

Shape recognition can be carried out using template techniques, in which the

templates are chosen according to the shape of interest (Hord, 1982). The operation

required is one of correlation and not the convolution operation of (5.4). Correlation

is defined by that same expression but with additions in place of subtractions. A

major difficulty with this approach, which as a consequence renders the technique

of limited value in practice, is that the template must match not only the shape of

interest, but also its size and orientation. Othermethods therefore are often employed.

These include the adoption of shape factors (Underwood, 1970), moments of area

(Pavlidis, 1978) and Fourier transforms of shape boundaries (Pavlidis, 1980). In each

of these the shape must first be delineated from the rest of the image. This is achieved

by edge and line detection processes.

References for Chapter 5

The template techniques that form the basis of much of the material presented in this chapter

are treated also byCastleman (1996),Moik (1980) andHord (1982). Castleman also provides a

detailed linear systems theory approach tofilter design.Gonzalez andWoods (1992) present the

method in a vector formulation, noting that the convolution operation in (5.1) can be expressed
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as the scalar product of the vector of template entries and the vector of pixel brightnesses

currently covered by the template. Such an approach allows templates to be designed to detect

combinations of lines and edges. Since the template entries are expressed in vector form they

can be used to define vector sub-spaces into which an image has projections.A large projection

into an edge sub-space implies edges in the image of the pixel currently being assessed, and

so on. This is assessed in terms of the vector angle between the image pixel vector and the

subspace basis vectors (template entries).

Gradient methods are covered also by Moik (1980), Gonzalez and Woods (1992), Hord

(1982) and to an extent by Castleman (1996). Gonzalez and Woods also include discussions

on the use of thresholds applied to the response of gradient operators. Vanderbrug (1976) and

Gurney (1980) consider the properties of nonlinear and semilinear line detecting templates.

Paine and Lodwick (1989) provide a good discussion of the application of edge detection

methods, while Brzakovic et al. (1991) consider the use of rule-based methods to assist in

edge detection when a number of templates is involved. While the edge detection methods

treated here have been applicable only to single bands of data, Cumani (1991) and Drewnick

(1994) have proposed operators for use on multispectral data.
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