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Radiometric Enhancement Techniques

4.1
Introduction

4.1.1

Point Operations and Look UpTables

Image analysis by photointerpretation is often facilitated when the radiometric na-

ture of the image is enhanced to improve its visual impact. Specific differences in

vegetation and soil types, for example, may be brought out by increasing the con-

trast of an image. In a similar manner subtle differences in brightness value can be

highlighted either by contrast modification or by assigning quite different colours to

those levels. The latter method is known as colour density slicing.

It is the purpose of this chapter to present a variety of radiometric modification

procedures often used with remote sensing image data. The range of techniques

treated is characterised by the common feature that a new brightness value for a pixel

is generated only from its existing value. Neighbouring pixels have no influence, as

they do in the geometric enhancement procedures that are the subject of Chap. 5.

Consequently, radiometric enhancement techniques are sometimes referred to as

point or pixel-specific operations.

All of the techniques to be covered in this chapter can be represented either as a

graph or as a table that expresses the relationship between the old and new brightness

values. In tabular form this is referred to as a look up table (LUT).

4.1.2

Scalar and Vector Images

Two particular image types require consideration when treating image enhancement.

The first could be referred to as a scalar image, in which each pixel has only a single

brightness value associated with it. Such is the case for a simple black and white

image. The second type is a vector image, in which each pixel is represented by
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a vector of brightness values, which might be the blue, green and red components

of the pixel in a colour scene or, for a remote sensing multispectral image, may

be the various spectral response components for the pixel. Most image enhancement

techniques relate to scalar images and also to the scalar components of vector imagery.

Such is the case with all techniques given in this chapter. Enhancement methods that

relate particularly to vector imagery tend to be transformation oriented. Those are

treated in Chap. 6.

4.2
The Image Histogram

Consider a spatially quantised scalar image such as that corresponding to one of the

Landsat thematic mapper bands; in this case the brightness values are also quantised.

If each pixel in the image is examined and its brightness value noted, a graph of

number of pixels with a given brightness versus brightness value can be constructed.

This is referred to as the histogram of the image. The tonal or radiometric quality

of an image can be assessed from its histogram as illustrated in Fig. 4.1. An image

which makes good use of the available range of brightness values has a histogram

with occupied bins (or bars) over its full range, but without significantly large bars

at black or white.

An image has a unique histogram but the reverse is not true in general since a

histogram contains only radiometric and no spatial information. A point of some

importance is that the histogram can be viewed as a discrete probability distribution

since the relative height of a particular bar, normalised by the total number of pixels

in the image segment, indicates the chance of finding a pixel with that particular

brightness value somewhere in the image.

4.3
Contrast Modification in Image Data

4.3.1

Histogram Modification Rule

Suppose one has available a digital image with poor contrast, such as that in Fig. 4.1a,

and it is desired to improve its contrast to obtain an image with a histogram that has a

good spread of bars over the available brightness range, resembling that in Fig. 4.1c.

In other words, a so-called contrast stretching of the image data is required. Often

the degree of stretching desired is apparent. For example the original histogram may

occupy brightness values between 40 and 75 and we might wish to expand this range

to the maximum possible, say 0 to 255. Even though the modification is somewhat

obvious it is necessary to express it in mathematical terms in order to relegate it

to a computer. Contrast modification is a mapping of brightness values, in that the
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Fig. 4.1.Examples of imagehistograms.The image ina showspoor contrast since its histogram

utilizes a restricted range of brightness value. The image in b is very contrasty with saturation

in the black and white regions resulting in some loss of discrimination of bright and dull

features. The image in c makes optimum use of the available brightness levels and shows

good contrast. Its histogram shows a good spread of bars but without the large bars at black

and white indicative of the saturation in image b
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brightness value of a particular histogram bar is respecified more favourably. The

bars themselves though are not altered in size, although in some cases some bars may

be mapped to the same new brightness value and will be superimposed. In general,

however, the new histogram will have the same number of bars as the old. They will

simply be at different locations.

The mapping of brightness values associated with contrast modification can be

described as

y = f (x) (4.1)

where x is the old brightness value of a particular bar in the histogram and y is the

corresponding new brightness value.

In principle, what we want to do in contrast modification is find the form of f (x)

that will implement the desired changes in pixel brightness and thus in the perceived

contrast of the image. Sometimes that is quite simple; on other occasions f (x)might

be quite a complicated function. In the following sections we look at simple contrast

changes first.

4.3.2

Linear Contrast Modification

The most common contrast modification operation is that in which the new (y) and

old (x) brightness values of the pixels in an image are related in a linear fashion, i.e.

so that (4.1) can be expressed

y = f (x) = ax + b .

A simple numerical example of linear contrast modification is shown in Fig. 4.2,

whereas a poorly contrasting image that has been radiometrically enhanced by linear

contrast stretching is shown in Fig. 4.3.

The look-up table for the particular linear stretch in Fig. 4.2 has been included in

the figure. In practice this would be used by a computer routine to produce the new

image. This is done by reading the brightness values of the original version, pixel by

pixel, substituting these into the left hand side of the table and then reading the new

brightness value for a pixel from the corresponding entry on the right hand side of the

table. It is important to note in digital image handling that the new brightness values,

just as the old, most be discrete, and cover usually the same range of brightnesses.

Generally this will require some rounding to integer form of the new brightness

values calculated from the mapping function y = f (x). A further point to note in

the example of Fig. 4.2 is that the look-up table is undefined outside the range 2

to 4 of inputs. To do so would generate output brightness values that are outside

the range valid for this example. In practice, linear contrast stretching is generally

implemented as the saturating linear contrast enhancement technique in Sect. 4.3.3

following.
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Fig. 4.2. Simple numerical example of linear contrast modification. The available range of

discrete brightness values is 0 to 7. Note that a non-integral output brightness value might be

indicated. In practice this is rounded to the nearest integer

Fig. 4.3. Linear contrast modification of the image in a to produce the visually better product

in b
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4.3.3

Saturating Linear Contrast Enhancement

Frequently a better image product is given when linear contrast enhancement is used

to give some degree of saturation at the black and white ends of the histogram. Such is

the case, for example, if the darker regions in an image correspond to the same ground

cover type within which small radiometric variations are of no interest. Similarly,

a particular region of interest in an image may occupy a restricted brightness value

range; saturating linear contrast enhancement is then employed to expand that range

to the maximum possible dynamic range of the display device with all other regions

being mapped to either black or white. The brightness value mapping function y =

f (x) for saturating linear contrast enhancement is shown in Fig. 4.4, in which Bmax

andBmin are the user-determined maximum and minimum brightness values that are

to be expanded to the lowest and highest brightness levels supported by the display

device.

Fig. 4.4. Saturating linear contrast mapping

4.3.4

Automatic Contrast Enhancement

Most remote sensing image data is too low in brightness and poor in contrast to give an

acceptable image product if displayed directly in raw form.This is a result of the need

to have the dynamic range of satellite and aircraft sensors so adjusted that a variety

of cover types over many images can be detected without leading to saturation of

the detectors or without useful signals being lost in noise. As a consequence a single

typical image will contain a restricted set of brightnesses.

Image display systems frequently implement an automatic contrast stretch on the

raw data in order to give a product with good contrast.

Typically the automatic enhancement procedure is a saturating linear stretch.

The cut-off and saturation limitsBmin andBmax are chosen by determining the mean

brightness of the raw data and its standard deviation and then making Bmin equal

to the mean less three standard deviations and Bmax equal to the mean plus three

standard deviations.
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4.3.5

Logarithmic and Exponential Contrast Enhancement

Logarithmic and exponential mappings of brightness values between original and

modified images are useful for enhancing dark and light features respectively. The

mapping functions are depicted in Fig. 4.5, along with their mathematical expres-

sions. It is particularly important with these that the output values be scaled to lie

within the range of the device used to display the product (or the range appropriate to

files used for storage in a computer memory) and that the output values be rounded

to allowed, discrete values.

Fig. 4.5. Logarithmic a and exponential b brightness mapping functions. The parameters a, b

and c are usually included to adjust the overall brightness and contrast of the output product

4.3.6

Piecewise Linear Contrast Modification

A particularly useful and flexible contrast modification procedure is the piecewise

linear mapping function shown in Fig. 4.6. This is characterised by a set of user

specified break points as shown. Generally the user can also specify the number of

Fig. 4.6. Piecewise linear contrast modifica-

tion function, characterised by the break points

shown. These are user specified (as new, old

pairs). It is clearly important that the function

commence at 0,0 and finish at L− 1, L− 1 as

shown, where L is the total number of bright-

ness levels
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break points. This method has particular value in implementing some of the contrast

matching procedures in Sects. 4.4 and 4.5 following.

It should be noted that this is a more general version of the saturating linear

contrast stretch of Sect. 4.3.3.

4.4
Histogram Equalization

4.4.1

Use of the Cumulative Histogram

The foregoing sections have addressed the task of simple expansion (or contraction)

of the histogram of an image. In many situations however it is desirable to modify the

contrast of an image so that its histogram matches a preconceived shape, other than

a simple closed form mathematical modification of the original version. A particular

and important modified shape is the uniform histogram in which, in principle, each

bar has the same height. Such a histogram has associated with it an image that utilises

the available brightness levels equally and thus should give a display in which there is

good representation of detail at all brightness values. In practice a perfectly uniform

histogramcannot be achieved for digital imagedata; the procedure followinghowever

produces a histogram that is quasi-uniform on the average. The method of producing

a uniform histogram is known generally as histogram equilization.

It is useful, in developing the actualmethods to beused for histogramequalisation,

if we regard the histograms as continuous curves as depicted in Fig. 4.7, adapted from

Castleman (1996). In this hi(x) represents the original image histogram (the “input”

to the modification process) and ho(y) represents the histogram of the image after it

has had its contrast modified (the “output” from the modification process).

In Fig. 4.7 the number of pixels represented by the range y to y + δy in the

modified histogram must, by definition in the diagram, be equal to the number of

pixels represented in the range x to x+δx in the original histogram. Given that hi(x)

and ho(y) are strictly density functions, this implies

hi(x)δx = ho(y)δy

so that in the limit as δx, δy → 0, using simple calculus

ho(y) = hi(x)
dx

dy
(4.2)

We can use this last expression in two ways. First, if we know the original (input)

histogram – which is usually always the case – and the function y = f (x), we can

determine the resulting (output) histogram. Alternatively, if we know the original

histogram, and the shape of the output histogram we want – e.g. “flat” in the case of

contrast equalisation – then we can use (4.2) to help us find the y = f (x) that will

generate that result. Our interest here is in the second approach.
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Fig. 4.7. Diagrammatic representation of contrast modification by the brightness value map-

ping function y = f (x)

Note that if y = f (x), and thus x = f−1(y), (4.2) can be expressed

ho(y) = hi(f
−1(y))

df−1(y)

dy

which is a mathematical expression for the modified histogram1,2.

To develop the brightness value modification procedure for contrast equalisation

it is convenient to re-express (4.2) as

dy

dx
=

hi(x)

ho(y)

For a uniformhistogramho(y) and thus 1/ho(y) should be constant – i.e. independent

of y. This is a mathematical idealisation for real data, and rarely will we achieve a

totally flat modified histogram, as the examples in the following will show. However,

1 This requires the inverse x = f−1(y) to exist. For the contrast modification procedures

used in remote sensing that is generally the case. Should an inverse not exist – for example if

y = f (x) is notmonotonic –Castleman (1996) recommends treating the original brightness

value rangex as a set of contiguous sub-rangeswithin eachofwhichy = f (x) ismonotonic.
2 If we apply this expression to the brightness value modification function for linear contrast

enhancement we have y = ax + b, giving x =
y−b
a so that ho(y) =

1
a h

(

y−b
a

)

. Relative

to the original histogram, the modified version is shifted because of the effect of b, is

spread or compressed depending on whether a is greater or less than 1 and is modified in

amplitude. The last effect only relates to the continuous function and cannot happen with

discrete brightness value data.
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Fig. 4.8. a simple histogram and b the corresponding cumulative histogram

making this assumption mathematically will generate for us the process we need to

adopt to equalise image histograms. With this we can write the last expression as

dy

dx
= constant hi(x)

so that

dy = constant hi(x)dx

giving by integration

y = constant

∫

hi(x)dx .

How should we interpret the integral on the right hand side of this last expression?

In effect it is the continuous version of a cumulative histogram which, in discrete

form, is a graph of the number of pixels below a given brightness value as a function

of brightness value as illustrated in Fig. 4.8. The cumulative histogram is computed

by summing the bars of the ordinary histogram from left to right.

If we call the cumulative histogram C(x), then

y = constantC(x)

is the brightness value modification formula for histogram (contrast) equalisation.

How do we find the value of the “constant”? We note first that the range of values of

y is required to be 0 toL−1 to match theL brightness values available in the image.

Secondly, note that the maximum value of C(x) is N , the total number of pixels in

the image, as seen in Fig. 4.8. Thus the constant needs to be (L− 1)/N in order to

generate the correct range for y. In summary, the brightness value mapping function

that gives contrast equalisation is

y =
L− 1

N
C(x) . (4.3)

where C(x) is the discrete cumulative histogram.

Equation (4.3) is, in effect, a look-up table that can be used to move histogram

bars to new brightness value locations. To illustrate the concept, consider the need to
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Fig. 4.9. Example of histogram

equalisation. a Original his-

togram; b Cumulative his-

togram used to produce the

look up table in Table 4.1; c

The resulting quasi-uniform

histogram

“flatten” the simple histogram shown in Fig. 4.9a. This corresponds to a hypothetical

image with 24 pixels, each of which can take on one of 16 possible brightness values.

The corresponding cumulative histogram is shown in Fig. 4.9b, and the scaling factor

in (4.3) is (L − 1)/N = 15/24 = 0.625. Using (4.3) the new brightness value

location of a histogram bar is given by finding its original location on the abcissa of

the cumulative histogram (x) and then reading its unscaled new location (y) from

the ordinate. Multiplication by the scaling factor then produces the required new

value. It is likely, however, that this may not be one of the discrete brightness values

available (for the output display device) in which case the associated bar is moved to

the nearest available brightness value. This procedure is summarised, for the example

at hand, in Table 4.1, and the new, quasi-uniform histogram is given in Fig. 4.9c.

It is important to emphasise that additional brightness values cannot be created nor

can pixels from a single brightness value in an original histogram be distributed over

several brightness values in the modified version. All that can be done is to re-map

the brightness values to give a histogram that is as uniform as possible. Sometimes
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Table 4.1. Look up table generation for histogram equalization example

Fig. 4.10. Image with linear contrast stretch a compared with the same image enhanced with

a stretch from histogram equalization b

this entails some bars from the original histogram being moved to the same new

location and thereby being superimposed, as is observed in the example.

In practice, the look up table created in Table 4.1 would be applied to every pixel

in the image by feeding into the table the original brightness value for the pixel and

reading from the table the new brightness value.

Figure 4.10 shows an example of an image with a simple linear contrast modifi-

cation compared to the same image but in which contrast modification by histogram
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Table 4.2. Look up table for histogram equalization using 8 output brightnesses from 16 input

brightnesses

equalization has been implemented. Many of these subtle contrast changing tech-

niques only give perceived improvement of detail on some image types and some-

times require all components of a colour composite image to be so processed before

an “improvement” is noticeable.

It is not necessary to retain the same number of distinct brightness values in an

equalized histogram as in the original. Sometimes it is desirable to have a smaller

output set and thereby produce a histogram with (fewer) bars that are closer in height

than would otherwise be the case. This is implemented by redefining L in (4.3) to

be the new total number of bars. Repeating the example of Table 4.1 and Fig. 4.9

for the case of L = 8 (rather than 16) gives the look up table of Table 4.2. Such a

strategy would be an appropriate one to adopt when using an output device with a

small number of brightness values (grey levels).

4.4.2

Anomalies in Histogram Equalization

Images with extensive homogeneous regions will give rise to histograms with large

bars at the corresponding brightness values. A particular example is a Landsat mul-

tispectral scanner infrared image with a large expanse of water. Because histogram

equalization creates a histogram that is uniform on the average by grouping smaller

bars together, the equalized version of an image such as that just described will have

poor contrast and little detail – quite the opposite to what is intended. The reason for

this can be seen in the simple illustration of Fig. 4.11. The cumulative histogram used

as the look-up table for the enhancement is dominated by the large bar at brightness

value 0. The resulting image would be mostly grey and white with little grey level

discrimination.
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Fig. 4.11. Illustration of anomalous histogram

equalization caused by large bars in the original

histogram. a Original, with large bar at 0; b Cu-

mulative histogram of the original; c Equalized

histogram

A similar situation happens when the automatic contrast enhancement procedure

of Sect. 4.3.4 is applied to images with large regions of constant brightness. This

can give highly contrasting images on colour display systems; an acceptable display

may require some manual adjustment of contrast taking due regard of the abnormally

large histogram bars.

To avoid the anomaly in histogram equalization caused by the types of image

discussed it is necessary to reduce the significance of the dominating bars in the

image histograms. This can be done simply by arbitarily reducing their size when

constructing the look up table, remembering to take account of this in the scale factor

of (4.3). Another approach is to produce the cumulative histogram and thus look-up

table on a subset of the image that does not include any, or any substantial portion,

of the dominating region. Hogan (1981) has also provided an alternative procedure,

based upon accumulating the histogram over “buckets” of brightness value. Once a

bucket is full to a prespecified level, a new bucket is started.



4.5 Histogram Matching 97

4.5
Histogram Matching

4.5.1

Principle of Histogram Matching

Frequently it is desirable to match the histogram of one image to that of another

image and in so doing make the apparent distribution of brightness values in the two

images as close as possible. This would be necessary for example when a pair of

contiguous images are to be joined to form a mosaic. Matching their histograms will

minimise the brightness value variations across the join. In another case, it might be

desirable to match the histogram of an image to a pre-specified shape, other than the

uniform distribution treated in the previous section. For example, it is often found of

value in photointerpretation to have an image whose histogram is a Gaussian function

of brightness, in which most pixels have mid-range brightness values with only a

few in the extreme white and black regions. The histogram matching technique, to

be derived now, allows both of these procedures to be implemented.

The process of histogram matching is best looked at as having two stages, as

depicted in Fig. 4.12. Suppose it is desired to match the histogram of a given image,

hi(x), to the histogram ho(y);ho(y) could be a pre-specified mathematical expres-

sion or the histogram of the second image. Then the steps in the process are to

equalize the histogram hi(x) by the methods of the previous section to obtain an

intermediate histogram h∗(z), which is then modified to the desired shape ho(y).

If z = f (x) is the transformation that flattens hi(x) to produce h∗(z) and z =

g(y) is the operation that would flatten the reference histogram ho(y) then the overall

mapping of brightness values required to produce ho(y) from hi(x) is

y = g−1(z), z = f (x) or y = g−1{f (x)}. (4.4)

If, as is often the case, the number of pixels and brightness values in hi(x) and

ho(y) are the same, then the (L − 1)/N scaling factor in (4.3) will cancel in (4.4)

and can therefore be ignored in establishing the look up table which implements

the contrast matching process. Should the number of pixels be different, say N1 in

the image to be modified and N2 in the reference image then a scaling factor of

Fig. 4.12. The stages in histogram matching
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N2/N1 will occur in (4.4).All scaling considerations can be bypassed however if the

cumulative histograms are always scaled to some normalised value such as unity, or

100% (of the total number of pixels in an image).

4.5.2

Image to Image Contrast Matching

Figure 4.13 illustrates the steps implicit in (4.4) in matching source and reference

histograms. In this case the reference histogram is that of a second image. Note that

the procedure is to use the cumulative histogram of the source image to obtain new

brightness values in the manner of the previous section by reading ordinate values

corresponding to original brightness values entered on the abcissa. The new values

are then entered into the ordinate of the cumulative reference histogram and the final

brightness values (for the bars of the source histogram) are read from the abcissa;

i.e. the cumulative reference histogram is used in reverse as indicated by the g−1

operation in (4.4). The look up table for this example is shown in Table 4.3. Again,

Fig. 4.13.An illustration of the steps in histogram matching
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Table 4.3. Look up table generation for contrast matching

note that some of the new brightness values produced may not be in the available

range; as before, they are adjusted to the nearest acceptable value.

An example using a pair of contiguous image segments is shown in Fig. 4.14.

Because of seasonal differences the contrasts are quite different.Using the cumulative

histograms an acceptable matching is achieved. Such a process, as noted earlier, is an

essential step in producing a mosaic of separate contiguous images. Another step is

to ensure geometric integrity of the join. This is done using the geometric registration

procedures of Sect. 2.5.

4.5.3

Matching to a Mathematical Reference

In some applications it is of value to pre-specify the desired shape of an image

histogram to give a modified image with a particular distribution of brightness values.

To implement this it is necessary to take an existing image histogram and modify it

according to the procedures of Sect. 4.5.1. The reference is a mathematical function

that describes the desired shape.A particular example is to match an image histogram

to a Gaussian or normal shape. Often this is referred to as applying a “gaussian

stretch” to an image; it yields a modified version with few black and white regions

and in which most detail is contained in the mid-grey range. This requires a reference

histogram in the form of a normal distribution. However since a cumulative version

of the reference is to be used, it is really a cumulative normal distribution that is

required. Fortunately cumulative normal tables and curves are readily available. To

use such a table in the contrast matching situation requires its ordinate to be adjusted

to the total number of pixels in the image to be modified and its abcissa to be chosen

to match the maximum allowable brightness range in the image. The latter requires

consideration to be given to the number of standard deviations of the Gaussian

distribution to be contained in the total brightness value range, having in mind that

the Gaussian function is continuous to ±∞. The mean of the distribution is placed
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Fig. 4.14. aContiguousLandsatmultispectral scanner images showing contrast and brightness

differences resulting from seasonal effects. The left hand image is an autumn scene and that

on the right a summer scene, both of the northern suburbs of Sydney, Australia. b The same

image pair but in which the histogram of the autumn scene has been matched to that of the

summer scene
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Fig. 4.15. Illustration of the modification of an image histogram to a pseudo-Gaussian shape.

a Original histogram; b Cumulative normal histogram; c Histogram matched to Gaussian

reference

usually at the mid-point of the brightness scale and commonly the standard deviation

is chosen such that the extreme black and white regions are three standard deviations

from the mean. A simple illustration is shown in Fig. 4.15.

4.6
Density Slicing

4.6.1

Black andWhite Density Slicing

A point operation often performed with remote sensing image data is to map ranges

of brightness value to particular shades of grey. In this way the overall discrete

number of brightness values used in the image is reduced and some detail is lost.

However the effect of noise can also be reduced and the image becomes segmented,
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Fig. 4.16. The brightness value

mapping function corresponding

to black and white density

slicing. The thresholds are user

specified

Fig. 4.17. Simple example of creating the

look-up tables for a colour display device

to implement colour density slicing. Here

only six colours have been chosen for sim-

plicity

or sometimes contoured, in sections of similar grey level, in which each segment is

represented by a user specified brightness. The technique is known as density slicing

and finds value, for example, in highlighting bathymetry in images of water regions

when penetration is acceptable. When used generally to segment a scalar image into

significant regions of interest it is acting as a simple one dimensional parallelepiped

classifier (see Sect. 8.4). The brightness value mapping function for density slicing

is as illustrated in Fig. 4.16. The thresholds in such a function are entered by the user.

An image in which the technique has been used to highlight bathymetry is shown

in Fig. 4.18. Here differences in Landsat multispectral scanner visible imagery, at

brightnesses too low to be discriminated by eye, have been mapped to new grey levels

to make the detail apparent.
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Fig. 4.18. Illustration of contouring in water detail using density slicing. a The image used is

a band 5 + band 7 composite Landsat multispectral scanner image, smoothed to reduce line

striping and then density sliced; b Black and white density slicing; c Colour density slicing
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4.6.2

Colour Density Slicing and Pseudocolouring

A simple yet lucid extension of black and white density slicing is to use colours to

highlight brightness value ranges, rather than simple grey levels. This is known as

colour density slicing. Provided the colours are chosen suitably, it can allowfine detail

to be made immediately apparent. It is a particularly simple operation to implement

on a display system by establishing three brightness value mapping functions in the

manner depicted in Fig. 4.17. Here one function is applied to each of the colour

primaries used in the display device.An example of the use of colour density slicing,

again for bathymetric purposes, is given in Fig. 4.18.

This technique is also used to give a colour rendition to black and white imagery.

It is then usually called pseudocolouring. Where possible this uses as many distinct

hues as there are brightness values in the image. In this way the contours introduced

by density slicing are avoided. Moreover it is of value in perception if the hues used

are graded continuously. For example, starting with black, moving from dark blue,

mid blue, light blue, dark green, etc. through to oranges and reds will give a much

more acceptable pseudocoloured product than one in which the hues are chosen

arbitarily.
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